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Overview 
This report provides a summary of the Educational Research Centre's (ERC's) data verification and 

quality assurance activities on the 2020 Leaving Certificate (LC2020) data, covering the period July-

early September. The ERC's role is to provide the Calculated Grades Executive Office (CGEO) with 

assurances, via the data verification steps, that the Leaving Certificate and Leaving Certificate 

Applied results for 2020 candidates are of high quality and integrity, and free of error relating to 

data transfer or other data processing steps.  

The ERC's data verification/quality assurance role does not entail any modelling or creation of new 

analyses connected to LC2020, but rather confirms that the LC2020 data processes have been 

correctly executed at each key step. The ERC also has a (complementary) role in its participation on 

the National Standardisation Group (NSG), which has a review and decision-making function in the 

LC2020 results and modelling.  

The data verification steps and outcomes described in this report should also be understood within 

the broader system that has been implemented for LC2020. This includes instructions and guidelines 

for schools as they enter the LC2020 results for their students into a customised data portal on 

Esinet; a robust review and sign-off process completed by each school; and validation of the 2020 

data by CGEO (Appendix 1) as it passes from Esinet into the CGEO database environment, and again 

when it passes from the model back to CGEO for issue of LC2020 results. There are also procedures 

to re-check/appeal the calculated results by candidates after results are issued. 

The ERC's Service Level Agreement (SLA) with the CGEO specifies that the ERC would1: 

 Identify all specific points within the data flow which will require verification and 

establish the most appropriate checks required so that confidence can be assured in 

transitioning between data flow points 

 Conduct quality assurance and data verification checks on historical data  

 Conduct quality assurance and data verification checks on data uploaded through the 

Calculated Grades Data Collection application by schools 

 Conduct data verification checks of the modelling process 

 Identify, check and confirm that each step in the data processing sequence has been 

executed correctly  

 Verify that statistical code has been executed correctly through manual and software 

checks run in parallel to ensure matching output 

 If anomalies are identified, take appropriate steps, working with the CGEO, to rectify 

them 

 Provide a written report describing the verification processes conducted and their 

findings and written sign off at completion. 

Note: Unless Leaving Certificate Applied (LCA) is explicitly stated, it can be assumed that Leaving 

Certificate (LC) refers to both LC and LCA in this report.  

                                                                 
1 This is a  summarised version of the SLA wording. 
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Description of data and verification steps 
The data involved in the modelling and calculation of results for the 2020 Leaving Certificate consists 

of historical State Examinations data (Junior Certificate 2013-2019; Leaving Certificate 2017-2019), 

structural and demographic data relating to schools and other examination centres; and the 

percentage marks and rankings provided by schools for 2020 Leaving Certificate candidates through 

the Calculated Grades Data Collection application in Esinet. The data flow and work of the ERC in 

quality assuring and verifying the data is described at a high level in Table 1. 

Table 1: Input and output data with high-level description of verification checks conducted by the 

ERC 

Pre-model data (csv and SPSS environments) 

Input data High-level checks Output data 

Historical Junior Certificate 2013-

2019 

Veri fy match of Junior and Leaving 

Certi ficate data 

Single 'longfile' containing Junior 

and Leaving Certificate data 
His torical Leaving Certificate 2017-

2019 

Veri fy restructuring of files into uniform 

subject and level fields 
 

His torical Leaving Certificate 
Appl ied 2017-2020 

Veri fy transposition of matched Junior 
and Leaving Certificate data from student 

to subject level ('longfile') record format 

Single 'longfile' containing Junior 
and LCA data 

School characteristics data 
Veri fy match, coding and merge of 

schools and non-recognised schools data 

Single school level / non-
recognised school characteristics 
fi le 

Non-recognised school 

characteristics data 

Veri fy transposition of schools and non-

recognised schools data 
 

 
Veri fy merge of schools / non-recognised 

schools files 
 

LC2020 teacher estimated 
percentages and ranks for Leaving 

Certi ficate and Leaving Certificate 
Appl ied 

Veri fy completeness and fidelity of 
LC2020 percentages and ranks via an 8 
s tep checking process 

 

Model data (ECMA environment) 

Input data (which is the output 

data from the pre-model data) 
High-level checks Output data 

Single 'longfile' containing all Junior 
and Leaving Certificate/LCAdata 

Veri fy that transfer of pre-model output 
data  (longfile and school-level data) have 

correctly transferred 

LC2020 and LCA2020 ca lculated 
grades for a ll available candidates 

Single school level characteristics 

fi le 

Confi rm integrity (match) of model 

output file (comparison of two parallel 
runs  of the final model). 

 

Validation data (csv and SPSS environments) 

Input data (which is the output 
data from the model data) 

High-level checks Output data 

LC2020 and LCA 2020 ca lculated 
grades for a ll available candidates 

Veri fy correct computation of composite 
examination scores 

Aggregate tabular and graphic 
results of priority group 
comparisons 

Fi le merging Veri fy correct execution of file merging  

Ranks of pre-model and model data Veri fy integrity of ranks  
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Various kinds of checks and procedures can be applied to data to assure its integrity and correctness. 

As a general principle, any time data are subjected to: 

 a transfer from one software environment to another;  

 a transformation such as a recode or application of a computation;  

 a restructure such as transposition; and/or  

 matching or merging, 

a check should be carried out to verify that the manipulation has been correctly executed. 

Furthermore, in a large majority of complex data systems including that associated with the LC2020 

calculated grades, data move from one software environment to another depending on the stage of 

data treatment in the overall data pipeline.  

As shown in Table 1, we distinguish between input data and output data for each of three broad 

phases – pre-model, model, and validation. Note that the output data from one phase becomes the 

input data for the next. The validation phase is not used in any way to calculate LC2020 results but is 

rather a phase designed to assure that the final model is fair and unbiased. 

The ERC received pre-model data from the CGEO's SQL database in csv format, along with statistical 

code and documentation in SPSS, Excel and Word. The model data were accessed via the custom-

built ECMA web application. Validation checks were conducted by CGEO in SPSS on the model 

output data. All pre-model data, and validation supporting code and documentation transfers, 

occurred via the ERC's secure FTP server, while model data were accessed via the secure ECMA web 

application. All data, code and documentation were saved to a secure folder on the ERC network 

with access to this folder restricted to only those staff members working on the data. The ERC also 

signed a Data Processing Agreement with the CGEO, and ERC staff working on LC2020 signed an 

internal Confidentiality Agreement. Since the purpose of the data is solely and specifically to conduct 

data verification and quality assurance, data are to be permanently deleted from the ERC systems in 

accordance with the terms of the Data Processing Agreement. 

Data transfers were made by the CGEO to the ERC on 14 occasions between July 1 and September 3, 

with additional transfers of documentation to support the verification process. The ECMA web 

application was accessible by the ERC from July 15.  

Each data transfer was received with data content and record count confirmed with CGEO prior to 

implementing the various checks that are described in more detail in the sections which follow.  

 

Data verification strategy 
The data verification strategy used a combination of procedures including record count and 

frequency matching checks, file comparison/matching,  running analyses in parallel and checking 

output, and, particularly in the case of the historical and non-recognised schools datafiles, manual 

checking of the statistical SPSS code with spot checks on records outputted.  

The range and volume of data checking at the pre-model stage was extensive due to the fact that 

input data for the model phase were sourced from different years and different data systems, with 

significant matching, merging and restructuring work required. This in turn necessitated the writing 

of a large volume of customised code to produce the input files in the required format for the ECMA 

environment. 
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The data checking at the model and validation stages was as thorough but required a less extensive 

set of steps because at that these later stages, the input data occurred within a streamlined and 

coherent data pipeline. The outcomes of each check within each step were systematically logged  by 

the ERC by date and any anomalies were rapidly passed from the ERC to the CGEO for discussion and 

rectification. 

It is important to note that the ERC did not, and could not, conduct complete end-to-end data 

verification of the entire LC2020 data processes. The steps and outcomes described in this report are 

necessarily bound by time and the complementary roles of the CGEO and the ERC in data verification 

(as well as the broader system for LC2020 as described in the Overview on page 2). On the pre-

model input side, the ERC received only the relevant portion of the Esinet data extract which was 

required to verify the integrity of the teacher-assigned percentages and ranks for LC and LCA 

students. On the output side of the validation checks, the ERC checked the code that produces these 

checks, but, owing to time and the need for the CGEO to quickly summarise and communicate the 

outcomes of the validation checks, the ERC has not had sight of all of these outputs. Furthermore, 

once the model output from the ECMA web environment was checked by the ERC, this marked the 

end of the ERC data verification on the model output. Following this, the model output was brought 

into the CGEO data systems to produce the LC and LCA results for students, some of which involved 

combining these data with other data (such as in the case of  LCA candidates and Leaving Certificate 

Home Economics). The CGEO implemented its own detailed data checking and verification routines 

at all stages of the process. 

Pre-model data 
As noted in Table 1, the pre-model data verification was conducted in seven steps: 

 Step 1 check correct import of input files from csv to SPSS 

 Step 2 check correctness of application of subject and level codes 

 Step 3 check match of JC to LC datasets 

 Step 4 check conversion of student level to 'longfile' subject level records 

 Step 5 check correct coding and merging of schools and non-recognised schools data 

 Step 6 LCA checks (= Steps 1-4 above for LCA cohorts) 

 Step 7 Final check of files transferred to CGEO for import to ECMA environment 

 Step 8 Additional checks on datafile containing teacher percentage marks and ranks.  

To explain Step 8 in more detail: the data containing the teacher-assigned percentage marks and 

ranks were subjected to 8 additional checks, a majority of which entailed replicating the CGEO's 

checks in the SQL environment with equivalent checking in the SPSS environment (see also Appendix 

1): 

 Confirm roll number is in central list of schools/non-recognised schools 2019/2020 

 Confirm that there are no duplicate records in the file  

 Confirm that teacher-assigned percent correct and rank are non-missing in all valid cases 

 Confirm that no data fields (other than in Check 3) have (unexpected) missing or invalid 

values 

 Confirm that the combinations of class ID and rank/percent correct have been correctly 

executed (where U, V, W, rank should = 1; where X, Y, Z, percent should be null) 

 Confirm that second digit of class ID has been correctly assigned by examination level (1 = 

Árd/Higher, 2 = Gnáth/Ordinary, 3 = Bun/Foundation, 4 = Coitianta/Common) 
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 Confirm that percent correct and rank are correct (tally) within each school/class/subject 

group for  

 Confirm correct assignment of component, module and subject code (and their 

combinations) for LCA candidates. 

Model data 
There are two steps in the verification of the model data: 

 Step 1 check correct import of input files from csv to ECMA (passthrough phase) 

 Step 2 confirm integrity (match) of model output file (comparison of two parallel runs of the 

final model). 

Validation data 
Validation data and analyses were checked in three steps: 

 Verify correct computation of composite examination scores 

 Verify correct execution of file merging 

 Verify integrity of ranks (i.e. model rank should tally with school/teacher-assigned rank). 

Details of data verification checks and outcomes 
In this section, we describe each step in more detai l, with the information organised according to the 

steps in the previous section and commentary on outcomes. The overall objective was to reach sign -

off, i.e. confirm data correctness and integrity, for each step. 

Pre-model data 
Table 2 summarises the checks and outcomes associated with the pre-model data. 

The overall goal of the pre-model data phase was for the CGEO to assemble historical Junior and 

Leaving Certificate data into a single longfile, with each record corresponding to a 'sit'; and also to 

assemble historical schools data and non-recognised schools data into a single longfile, with each 

record corresponding to a school or other centre characteristic in a given academic year.  

The first step in this process (conducted by the CGEO) was the matching of the historical JC data with 

LC and LCA data at the individual level on the basis of DPIN (Designated Pupil Identity Number) and, 

where no match was found, on the basis of PPSN. For any given LC/LCA year, a record match could 

occur in one of three previous JC years, due to the possibility of some students going through 

Transition Year and others going directly to Year 1 of the 2-year LC/LCA. The ERC first checked and 

confirmed that all seven JC files (2013-2019) and all four LC files (2017-2020) contained the same 

number of records as the versions worked on by CGEO and also confirmed that there was no data 

slippage (e.g. data slipping into the wrong column) via simple frequency checks and file matching. 

The code used to produce the match was thoroughly checked and re-run by the ERC to confirm the 

numbers of matched and unmatched cases and year of JC match at the DPIN and PPSN matching 

stages. In all cases, 100% accuracy was recorded by the ERC. A small number of candidates repeated 

the JC and in these cases, this gave rise to a duplicate in the matching process. In these cases, the 

SPSS code was configured to retain the record with the better JC results. ERC queried and CGEO 

confirmed (28 July) that the methods used to establish and select the record from each duplicate set 

was correct.  
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The second step entailed the CGEO restructuring these files in two stages. The examination data 

were stored in these files in such a way as to have different subjects stored within the same data 

column. For example in most cases, Irish was the first subject except in instances of an Irish 

exemption in which case the first subject listed was English. Therefore the file was restructured such 

that these data were split out by subject and level. Each exam subject is associated with a subject 

code and level (higher, ordinary, foundation, common) and this list could change from year to year, 

with, for example, the addition of new subjects on the curriculum. In order to confirm that this 

restructuring had occurred correctly, an extensive check on the subject codes by year (using a base 

list of validated subject codes) with random spot checks conducted, and the ERC confirmed that the 

restructuring of the files into separate subject- and level-specific fields was correctly executed in all 

cases (JC 2013-2019 and LC2017-2020). In the second stage, these files underwent a transposition. 

Prior to transposition, each row in the datafiles corresponded to a candidate whereas after 

transposition, each record corresponded to a 'sit'. Again, the ERC used a similar strategy of an 

extensive check on the CGEO SPSS code with subject, supplementing with frequency checks and spot 

checks, to confirm that the transposition was correctly executed in all cases. 

These steps were then replicated for the LCA data which covered five years (2017-2020 year A and 

2020 year B) using the same strategies, and ERC confirmed that all steps were correctly executed for 

all years. 

Prior to final sign-off, the addition of 16 late entrants for LC2020 was verified under steps 1-4 above. 

The construction of the single school-level datafile by the CGEO was reasonably straightforward for 

'recognised' schools but considerably less so in the case of 'non-recognised' schools. For recognised 

schools, which contain year, roll number, school type, DEIS status, gender composition, fee-pay 

status, language of instruction and county, the annual schools datafiles for each relevant year 

(academic years 2012/2013-2019/2020) were brought into SPSS with data formats applied 

consistently to each variable to permit a clean data merge across years. A set of indicators 

corresponding to each applicable year was constructed so as to indicate the years for which this 

school's record existed. This indicator was needed in order to identify and check the correct merging 

of the data, taking into account new and amalgamated schools during this time period.  Frequency 

checks were run on these indicator variables in the merged file and compared to the number of 

cases in the individual files to confirm an accurate merge.  

Prior to finalising ERC queried and CGEO confirmed (17 July) the eight variables to be included in the 

final ouputted schools file (as listed above in the previous paragraph). 

The final step in the processing of the DES schools file was to transform the file to a longfile, with 

each row corresponding to an individual school-characteristic variable and the value for that variable 

in a particular year. Frequency checks were carried out on the short input file and this longfile to 

confirm the transformation was completed correctly.  

The CGEO's starting point in constructing the non-recognised schools file was the address fields and 

roll number of each with the goal being to produce a file of comparable structure to the eight-field 

school file described above. From this information, the county field was manually coded in. School 

type (special education, prison, youth education, continuity education, private, international) was 

similarly applied manually. It may be noted that private LC colleges, and the single international 

school in the non-recognised schools lists, were coded as fee-paying under fee-pay status with 

others coded as non fee-pay. DEIS status was assigned a blank or missing value (since the DEIS 
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programme applied only to recognised schools), as was language of instruction. Finally, gender 

composition (all male, all female, mixed) was based on the combined gender frequency distributions 

of historical JC (2013-2016), LC (2017-2020) and LCA candidates (2017-2019). 

Due to the manual nature of the data processing required, the ERC verified the non-recognised 

schools data through a combination of inspection of the syntax, and frequency checks for each 

variable. In the course of checking the non-recognised school file construction, the ERC identified 

one error in the coding of fee-pay status and notified the CGEO of this error. The error, which was 

minor, as it was due to an incomplete conditional command line of code,  was corrected on the same 

day (17 July). 

As with the DES schools, the non-recognised schools file was transformed to a longfile. Frequency 

checks were run on each individual variable to ensure the transformation was applied correctly. 

Lastly, the non-recognised school file was appended to the DES file, to create one longfile with all 

schools included. As a final check, frequencies were run on this final file to compare with  both the 

‘short’ and ‘long’ versions of the DES and non-recognised files.  

Table 2: Checks and outcomes – pre-model data 

Step Description Outcomes Sign-
off 

Step 1 check import (csv to 

SPSS) 
 Frequency (count) matches count of CGEO 

 Frequency check by field confirms no data slippage 

Al l  OK Yes  

Step 2 check subject and 
level codes 

 Al l  codes and associated file restructuring correctly applied  Al l  OK Yes  

Step 3 check match of JC to 
LC datasets 

 Two stage match process has been correctly executed 
 Dupl icate cases have been correctly handled 

Al l  OK Yes  

Step 4 check conversion to 
'longfile' 

 Frequencies on longfile split by exam ID match those of 
shortfile 

Al l  OK Yes  

Step 5 check coding and 
merging of schools / non-

recognised schools  

 Schools: all data correctly encoded and merged 
 Non-recognised schools: manual encoding is correct and 

merge has been correctly executed 
 The final combined school level file (schools plus non-

recognised schools) returns the same frequency data as the 
two fi les separately 

 The error in coding of private non-recognised schools has 

been corrected 

Al l  OK Yes  

Step 6 LCA checks  (= Steps 
1-4 above for LCA cohorts) 

 Frequencies and checks applied at steps 1-4 above were 
completed on the LCA data 

Al l  OK Yes  

Step 7 check csv files for 
import to ECMA 

environment 

 The final outputted csv files produce the same frequency 
output as the output files in the SPSS environment 

Al l  OK Yes  
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Table 2: Checks and outcomes – pre-model data (continued) 

Step Description Outcomes Sign-
off 

Step 8 – additional 
veri fication checks on 
LC2020 data 

 Rol l number associated with each record is in central list of 

schools/non-recognised schools 2019/2020, noting: 
 Issue with rollnumbers with leading zeroes identified 

and corrected (25 Aug); 23 cases missing leading 

zeroes do not affect the integrity of the file as rollno is 
not relevant at that stage of the process (28 Aug) 

 Eight rollnumbers (1303 records) did not appear in the 
school datafile; the CGEO is aware of this and ERC can 
confirm sign-off as it has no impact on the integrity of 

the modelling process 
 There are no duplicate records in the file 

 Teacher-assigned percent correct and rank are non-missing 
in a ll va lid cases, noting that: 
 1592 records are missing percent, not rank and 1030 

records are missing both rank and percent – all of 
these records have been correctly identified in the 

rollno and classid fields and as expected (Aug 30) 
 No data  fields (other than in Check 3) have (unexpected) 

missing or invalid va lues 

 54 LCA A and 41 LCA B records were missing 
componentid, now correct and complete (25 Aug) 

 The combinations of class ID and rank/percent correct have 
been correctly executed (where U, V, W, rank should = 1; 
where X, Y, Z, percent should = NULL), noting: 

 25 of the 4883 cases with classid containing U, V, W 
have rank other than 1. All are LCA A or LCA B. CGEO is 

aware of the issue and has explained that this is due to 
the fact that in a small number of instances, schools 
submitted LCA student data through the Form A and C 

process and also through the Form D process. This does 
not affect the integrity of the data or the modelling 
process. 

 The second digit of class ID has been correctly assigned by 
examination level (1 = Árd/Higher, 2 = Gnáth/Ordinary, 3 = 

Bun/Foundation, 4 = Coitianta/Common), noting: 
 In a small number of cases the second digit of classid 

and level do not match. CGEO is aware and confirmed 
that this has not impact on the modelling process (as 
classid is not used as a basis for level) (28 Aug)  

 Percent correct and rank are correct (tally) within each 
school/class/subject group 

 Four LC records showing a mismatch between percent 
correct and rank are now correct (30 Aug), all LCA-B 

records tally (28 Aug) 
 There is consistency between LCA data fields for 

component ID, course code and module code 

 Al l  LCA records which should have received a percent 
correct and rank have received one 

Al l  OK 
(please 
see notes 
in i talics) 

Yes  

 
Additional steps built into the pre-model checking procedure on the datafile containing teacher-

assigned percent correct and ranks for four reasons: first, the data were entering the LC2020 data 

system from a newly-established and different pipeline to the historical data and school -level data; 

second, it is critical that these data are error-free in order for the model input to produce correct 

results for each candidate; third, the Esinet data was open to being changed over the time period 
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during which the CGEO was conducting follow-up queries with schools on the basis of its checks (see 

Appendix 1); and fourth, some candidate withdrawals occurred. Appendix 2 contains a descripti on of 

the data fields of the Esinet LC2020 data system subjected to checking and verification by the ERC.  

The outcomes of the checking of the LC/LCA 2020 data from Esinet are documented in some detail in 

Table 2. The set of checks was changed slightly compared with what has been documented in the 

Interim Report submitted to CGEO on August 18, because it became apparent that the validation 

checks duplicated some of these (i.e. checks concerning extreme values of percent corrects and 

comparisons of numbers of sits with historical data); also, the checks were expanded slightly to 

include explicit checks of LCA records. 

It should be noted that an exhaustive list of these checks, findings and adjustments are not included 

in Table 2: the Esinet file was necessarily changing over the course of July and much of August. The 

summary in Table 2 represents the checks and findings associated with the final three uploads of the 

dataset. Of the eight checks run, three checks were signed off  with no requirement for any follow-up 

checking. These were the duplicate record check, the LCA data field consistency check, and the 

correct assignment of percent correct and rank to LCA candidates. Of the five remaining checks, each 

required a little further exploration and discussion between CGEO and ERC before sign-off as 

summarised below (refer also to Appendix 2): 

 Rollnumber match with list of schools: since the data come from different sources it is not 

surprising that rollnumber values vary across data sources, in particular those which have 

'leading zeroes', e.g. '00123A', which could also appear as '123A'. In the small number of 

cases where these applied, all cases these were identified and corrected apart from 23 JC 

records, which have no bearing on the data integrity whatsoever (since the JC-LC match is 

occurring by DPIN/PPSN and not rollno). Further, six rollnumbers in the Esinet file (covering 

1,303 records) did not have a corresponding match in the school -level datafile. The CGEO 

confirmed that this mismatch was known and has no impact on the subsequent modelling 

and validation steps. 

 Records missing percent correct and/or rank: the CGEO confirmed that findings are expected 

(and in fact correct). These are candidates for whom no grade will be calculated, that is, 

1,030 out of school learners and 1,592 candidates with a Form D. The CGEO has its own 

structured set of steps to manage the correct processing of these records.  

 Other missing data fields: although of no consequence for the modelling, for completeness, 

the CGEO assigned missing componentid values to all 95 such (LCA) records and the ERC 

confirmed that these had been correctly assigned. 

 Second digit of classid and subject level: the very small number of consistencies have no 

consequence for modelling, since the model uses the subject_level fieldand not classid to 

identify the candidate's examination level. These inconsequential inconsistencies were left 

as they were. 

 Percent correct and rank tally: just four records (or two sets) did not tally and the reason 

was due to the treatment of classid codes U1 and V1. These mismatches were fixed by CGEO 

and ERC confirmed that the final file had a 100% accuracy (tally) rate between percent 

correct and rank. 

 

Model data 
Table 3 summarises the checks and outcomes associated with the model data. 
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The import of the longfile examinations data was checked against the frequency of grade band 

distributions in the tables module of the web application by doing spot checks on a random selection 

of 10 subjects/levels for each year. All matched.  The 2020 data was subjected to further checking 

via an SQL query within the ECMA system to verify that there was a match in the record counts of 

the pre-model output file and the model input file. All matched, therefore the model input data 

were signed off. 

The second step of the model data entailed checking the output of two parallel runs of the final 

model and confirming that the two sets of outputs produced by each of the two model runs 

matched exactly.  

The outputs of these models were compared using file matching. The ERC can confirm that the 

parallel model outputs match exactly (on numbers of records, datafile structures, and data field 

contents). 

Table 3: Checks and outcomes – model data 

Step Description Outcomes Sign-off 

Step 1 check import (csv 
to ECMA) 

 The frequency outputs from the 
longfile by grade band in ECMA 
match those produced from the 

same input fi le (csv) in SPSS 

 The school-level datafile 
produced at the pre-model 
output stage match that at the 
model input stage 

All OK  
 

 

Yes 
 

 
 
 
 

Step 2 confirm integrity 

(match) of model output 
fi le  

 The outputs produced by two 
parallel runs of the model match 

exactly 

All  OK Yes 

 

Validation data 
Table 4 summarises the checks and outcomes associated with the validation data.  

For the Junior and Leaving Certificate composite scores, the code to place each subject/level on a 

common scale was checked. The Excel formulas to create the code were checked against the agreed, 

written descriptions of how the common scales should be formed. The code that was used was then 

matched against the Excel version. Also, for Junior Certificate performance, the code to identify each 

student’s highest two scores (outside of the three core subjects) was spot-checked and found to 

function correctly.  

Any file matching in the creation of the composite scores was run where files were available, and 

spot-checked where appropriate. All spot checks confirmed that data processing had been correctly 

executed. 

For the checking of the integrity of ranks, the second-to-last model run was checked in order to 

confirm that the ranks originally assigned by teachers/schools tallied with those ranks associated 

with the modelled marks. The outcome of this check was compared against the CGEO's own internal 

check. On both instances, the same 21 cases (or 0.0056% of records) were identified as having their 

pre- and post-model ranks 'switched'. These were rank order switches in the order of one rank in  

adjacent pairs plus one 'swap' involving three adjacently ranked records, and in all cases the school-

assigned percent correct marks were very close to one another within these adjacent sets. The ERC 
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confirmed that its set of 21 records matched the CGEO's set. It was agreed, in order to preserve the 

integrity of the teachers'/schools' professional judgement, that these rank mismatches, though 

minute in scale, should be corrected in order to fully uphold the integrity of the process. The CGEO 

also confirmed a robust and reliable way to adjust the ranks of these 21 records; however this was 

necessarily done outside of the modelling environment by the CGEO, since time did not permit  the 

correction to occur within the lengthy modelling process itself. Therefore while the ERC can verify, 

confirm and sign off on the CGEO's process to identify and correct these records, it has had no sight 

of the corrected data itself.  

Table 4: Checks and outcomes – validation data 

Step Description Outcomes Sign-off 

Verify correct 

computation of 
composite examination 
scores 

Junior Cert OK Yes 

 Leaving Cert OK Yes 

Verify correct execution 
of fi le merging 

Spot checks on fi le matches  OK Yes 

Verify integrity of ranks Check that original and modelled data 

maintain the same rank order of record 

 The model run produced a rank 
mismatch rate between 
teacher/school-assigned percent 
correct/rank and model -assigned 

rank of 0.0056% (21 records). The 
scale of the ranking mismatch is 
minor given that it occurred in 
such a small number of records 

and in a manner which tended to 
involve adjacent pairs with 
percent_correct values close to 

one another. The process for 
identifying and correcting these 
records has been verified and 
signed off by ERC, but ERC has 

not had sign of the records post-
correction as this occurred 
outside of the modelling 

environment. 

OK – see note Yes 

 

Conclusion 
We are able to verify and confirm that all pre-model, model and validation data processing steps 

have been completed correctly and in a manner which maintains the integrity to the data. 

Specifically, all pre-model data processing steps (involving historical JC and LCA/LCA data, LC/LCA 

data for 2020, and school-level data), which have variously been subjected to data restructuring, 

matching, recoding and transfer, have been correctly executed, and the input data for the model is 

correct. This report notes some very minor inconsistencies within the LC/LCA 2020 data but these 

are all known to the CGEO and inconsequential to the integrity of the modelling process. These 

inconsistencies should be understood in light of the new and complex system set up in Esinet for 
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schools' usage and confirmation that all remaining inconsistencies have no bearing on the integrity 

of the execution of the model. For example, a very small number of classid/subject level 

inconsistencies are irrelevant since the model draws on subject level and not classid for the purpose 

of identifying the level of the subject in question.  

The validation of the model data confirms that the pre-model output data matches the model input 

data, as expected, and we also confirmed that a parallel model of the final model produced an exact 

match with the final model output of the CGEO. This is important as it confirms that the model 

parameters were correctly applied and the model runs in a stable manner as intended.  

The verification of data processing steps for the validation checks were necessarily focused on four 

priority elements of the validation exercise owing to extremely limited time – the computation of 

the JC composite, the computation of the LC composite, the fi le matching routines, and the tally of 

ranks with percent correct in the final model (i.e. that percent correct and rank are correct (tally) 

within each school/class/subject group). The checks on the composites included SPSS code and Excel 

computations checks and run and output checking, while the file matching routines, being more 

straightforward, were subject to spot checks of individual records following an inspection of the 

SPSS code. These checks confirmed the correctness and integrity of the computation of composites 

and file merges. The tally of ranks confirmed that the model had preserved the integrity of the 

original teacher ranks in the calculated marks in all but 21 cases (or 0.0056% of records). The CGEO's 

own check produces the same outcome. A further inspection of this minute number of cases 

confirms that the rank order has tended to 'switch' by just one place and that the original percent 

correct scores were close together, therefore the ERC considers this issue to be minor. Nonetheless, 

to respect the rank order originally assigned by teachers/schools, the ERC and CGEO agreed that 

these records should be corrected in order to preserve the original rank order. The CGEO has 

confirmed a reliable and defensible method to correct the small number of cases, which is 

necessarily being implemented outside of the model data environment. 

Overall, the ERC commends the CGEO on establishing a set of steps and processes which resulted in 

high data and model output quality, which is particularly noteworthy, given the complexity of the 

data processing, the newly-established Esinet data collection tool, the complexity of the modelling, 

and the very short timeline overall. The advantage of having all of the modelling occurring in a single 

ECMA environment and within a single data pipeline clearly contributed to the assurance of the 

integrity of the data and the efficiency of the overall process. The ERC also notes that the final stage 

in the transfer of the final model data to issue of LC2020 results to candidates is outside of its remit.  

We thank the Department of Education for this remarkably complex opportunity in an 

unprecedented situation and are deeply appreciative of the collaboration, efficiency and good will of 

the CGEO in supporting ERC's role as data verifier throughout the process.  
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Appendix 1: Summary of checks made by CGEO in SQL 
 

Those replicated by ERC in SPSS are marked with * 

Flag cases where 

 Roll number does not match central database* 

 Level does not match central database [ERC does not have access to this data]  

 Cases with new subject entered [ERC does not have access to this data]  

 (if LCA) where there is a year 1 – year 2 marks conflict [ERC does not have access to this 

data] 

 Percent correct/rank is missing* 

 There is an incorrect combination of rank or percent correct and classid (where U, V, W, rank 

should = 1; where X, Y, Z, percent should = 0)* 

 There is a mismatch between rank and percent correct* 

 There is a missing value on one but not both of rank and percent correct* 

 There is incorrect assignment of class ID (1 = Árd/Higher, 2 = Gnáth/Ordinary, 3 = 

Bun/Foundation, 4 = Coitianta/Common)* 

 The mark assigned is very low*. 

Additional checks made by ERC 

 Duplicate record check 

 Invalid and (unexpected) missing values on all fields 

 Confirmation that only LCA candidates who should have been assigned a rank were assigned 

a rank 

 Assignment of component, module and subject code (and their combinations) for LCA 

candidates. 
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Appendix 2: Data fields from Esinet subjected to checking by ERC 
 

Field Description 

EXAMUID Candidate examination ID (unique at the candidate level) 

ROLLNO School roll number (unique at the school level) 

EXAMTYPE JC, LC, LCA-A or LCA-B 

ENTTYPE Distinguishes between school and other (e.g. external) candidates 

EXAMYEAR 2016, 2017, 2018, 2019, 2020 

GENDER Male/Female 

PROGLENGTH 1, 2, 3 or 4 years, and missing in 2.5% of cases without a JC match 

SUBJECT_LEVEL Árd/Higher, Gnáth/Ordinary,  Bun/Foundation, Coitianta/Common 

SUBJECT LC records only - numeric subject code 

COMPONENTID LCA records only - Exam, Module, Test 

COURSE_CODE LCA records only - numeric course code 

MODULE_CODE LCA records only - numeric module code 

SUBJECT_PERCENT School/teacher assigned percent mark 

CAND_RANK School/teacher assigned class rank 

CLASSID School/teacher assigned class ID 

Final file record count 1,280,484 

 


